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Abstract. 

Despite advances in software engineering and process methodologies over the past decades, not many IT projects seem particularly well adapted to today's fast-paced world. Software developers must start to acknowledge change and even uncertainty as a given, rather than the exception that should be studiously avoided, and they must adapt their techniques accordingly.

Some business domains have seen attempts to address this situation. Several workflow vendors, for instance, have been marketing change and end-user programmability as major assets of their products. But, in general, they have been strangely ignorant of (good) modern software engineering practices, and the results have not really lived up to the claims. But we may expect a revival on a grander scale: the ability to (re) define the business logic on the fly is becoming a crucial asset when businesses re-align their core processes around the Internet.

The Internet is transforming the way we envision and design applications. While we could build yesterday's simple Web applications with, let's face it, primitive techniques, this is simply no longer true. High-volume databases, long-term transactions, interoperability, distributed objects, re-use, these are some of the technical issues that must be dealt with. But the real challenge will be to leverage all this technology: we must empower the user to set up, maintain and change his applications more easily.

We need dynamic systems, where applications can be changed at run-time in a high-level way, preferably by end-users. Above all, we need appropriate architectural techniques. In this paper we explore the use of dynamic object models. It turns out that the basic concepts are fairly simple. As for the difficulties, we can borrow solutions from many disciplines in computer science. If we do it right, we can even make the system work for itself.

Introduction

When we analyze a typical business application, say, a relational database application, we find out that knowledge of the business model is usually hard to locate. Looking at the database structures does not tell us the whole story of object structures and relationships. Neither is it easy to spot higher-level constraints and business rules. Thus we have to delve into the application code in order to discover the business model. This makes it harder to understand the business model, and it makes it even harder to change.
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Fig. 1. Business logic hard-wired in end-user applications (typical database application)

In a way, this is all the more surprising since object technology (and later component technology) was heralded as the solution to re-use and enhanced maintainability. One of the problems is, of course, that object technology itself can never make up for lack of design and algorithmic skills, and for inappropriate process models and team structures. And we need more than class libraries or re-usable components.

Object-oriented frameworks aim to capture the commonality and variability in particular application domains. Frameworks take time and investment to mature, however, and are (initially) harder to understand than straightforward code. Hotspots, points in the framework where we extend or specialize the generic behavior, are of crucial importance. Even with good documentation it usually takes knowledgeable developers to properly use or build frameworks, as the hotspots are (once again) often buried in code. Another point that is often overlooked relates to the framework’s ability to work ‘out of the box’. Many so-called frameworks are really just skeletons that do not perform any real function of their own.

Model-driven systems

In the past decade, several procedure-oriented workflow systems have been replaced by dynamic systems, driven by explicit models of the workflow processes. These allow for easy run-time change of process definitions without having to shutdown and restart the system. Typical examples are flowchart-like models of processes with graphical editors to build and simulate the processes (whether flowcharts are appropriate representations of business processes, is beyond the scope of this paper).

Another example of a model-driven system is the typical CASE tool. But instead of being interpreted at run-time, most CASE tools generate source code that is subsequently edited by developers. The challenge here is to make design and development co-evolve consistently, the biggest obstacle being the usual discrepancy between a domain-specific design model and a general-purpose programming language.

Dynamic object models

A system with a dynamic object model (a.k.a. active or adaptive object model) [Riehle+2000,Tilman2000] has an explicit object model that it interprets at run-time. If you change the object model, the system changes its behavior (essentially) immediately. What goes into a dynamic object model is domain-specific. Typically the model defines objects and their relationships, their states and the conditions under which an object changes its states, as well as the various business rules that specify how a company does their business. Commercial and research applications of systems driven by dynamic object models have been developed for insurance, banking, administrative and workflow applications, amongst others. Several of these add their own specific extensions a core dynamic object model theme. 

For dynamic object models to be effective, they need to be sufficiently ‘high-level’ and complete with regards to their application domains. The UDP insurance system [Johnson+1998], for instance, obviates the need for a general programming language, since the computations that the users are interested in consist essentially of arithmetic expressions, akin to spreadsheet formulas. End-users express their business rules in terms of this high-level ‘scripting language’, and in terms of objects and object properties. The insurance system empowers end-users to specify the solutions to their problems completely in terms of the UDP dynamic object model.

Generic CASE tools on the other hand provide a high-level way to express objects with their classifications and relationships, but necessarily leave out many details that must be specified in an external language, usually a general-purpose programming language. Thus CASE tool models, even if dynamically interpreted, are not necessarily effective dynamic object models.

Dynamic object models bring ‘programmability’ closer to the end-user, who is the domain expert. Still, a bit of caution is in order here, as there are many shades of gray in domain expertise and in ‘end-user programmability’. Modeling several hundred object types and their relationships, for instance, requires good skills in object-oriented design, whereas creating queries by means of a visual builder may be easier to learn if the user is not exposed to actual SQL code.

Model-driven frameworks

Dynamic object models are high-level, executable specifications of the business model. Hence dynamic object models require execution engines. The engine typically provides components and tools to manage the dynamic object model in a repository, to let users interact with the objects through forms, overview lists and search facilities, and to execute the business rules. Thus it makes sense to view the engine as a domain-specific virtual machine for programs expressed as dynamic object models.

When we build several end-user applications with dynamic object models, after a while we may discover duplicate pieces of high-level ‘code’. This usually indicates the need for a new kind of generic functionality. Then we change the meta-model that describes what goes into a dynamic object model, and modify the execution engine to support the new functionality. From now on, end-user applications can be developed that exploit this functionality directly, without having to ‘code’ it over and over again.

While dynamic models seem an overly complex solution at first sight, they arise rather naturally. Applications tend to evolve over the course of the years. Some aspects, like the organizational structure and the business rules, should be easier and faster to change than others, such as the generic functionality of form tools. Object-oriented frameworks provide generic functionality and support for evolution, but, in general, their designs do not pay sufficient attention to the nature of genericity and evolution from the user’s point of view. Starting out with a regular framework, we make hotspots that should be easily configurable by ‘end-users’ explicit, by means of domain-specific dynamic object models. We leave the interpretation of the models to the slower-evolving generic components and to the tools of the framework. Such model-driven frameworks thus directly support software evolution at different levels.

Obviously, we can apply this technique recursively. If, say, at the framework level we regularly require new interface tools, it may worthwhile to consider if a dynamic object model for assembling user interface components is preferable to coding them each time from scratch.

Example: The Argo framework

Argo, who are responsible for managing public schools within the Flemish community in Belgium, initiated a project to support their administration through IT technology. Not only did they commission a set of finished end-user applications, but they also required a framework to develop and maintain these applications [Tilman+1999]. Furthermore, end-users were to participate in the development process. All this was partly motivated by the fact that Argo, being a political organization, was very susceptible to changes in policies. In the course of the project, two major reorganizations occurred. As a result, project goals and requirements changed frequently.

From the onset we opted for an object-oriented framework driven by a dynamic object model, although both framework and meta-model as such have changed considerably over the past six years. The system (which is completely developed in VisualWorks\Smalltalk) supports the development of administrative-style applications. These applications typically require a mix of database, document management and workflow functionality. In a later phase we extended the client / server tools with an application server that gives a new interpretation to the dynamic object model and allows users to access the existing applications through the Internet. While the actual end-user applications are specific to the school system, the generic functionality of the framework itself suits many administrative environments. 

To enable users to participate in the development process, end-user applications can be developed to a large degree without coding, through modeling and configuring. Scripting is confined to implement more sophisticated business rules. Even the scripting elements are partly modeled and stored in a (meta-) repository alongside the rest of the dynamic object model, separate from the framework code.
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Fig. 2. Dynamically consulted meta-information stored in repository (Argo framework)

The dynamic object model at Argo not only describes the business model, such as the organizational model, the structure of the objects, the authorization rules, the constraints and other business rules, but it also describes how the user interacts with all this information. This includes amongst others specifications of forms, overview lists, query screens and default behavior of applications. In contrast to, say, free-form painter tools to design user interfaces, we provide users with configuration tools that are driven by the model.

Building an application with the Argo framework does not follow a specific sequence of steps. There are some obvious dependencies, however. For instance, it is impossible to define constraints on object types that do not yet exist. Other than these dependencies, developers are free to perform the actions in any order they want.

Building an application with the Argo framework

A new application typically starts by extending the existing object model with the required object types, attributes, relationships and basic constraints. Then we specify which part of the object model we want to use in our new application. We capture this information in application environments. Application environments provide a view on the database, but they also serve another important function. For each object type, attribute and relationship within the environment, we define in a course-grained way how we are going to use that particular element: for instance, can we use it in our query editor, is it read-only and can we instantiate a given type? We store both object model and application environment in the database.

Then, without any code or code generation, we get a fully functional default application, where the generic end-user tools (such as the query editor, the overview list and the form tool) adapt themselves automatically to the meta-information in the dynamic object model. The query editor, for instance, dynamically retrieves the list of searchable object types and properties from the application environment, and presents this list to the user. The form tools allow to create and update objects, and to import and view documents. Other tools are operational, such as the thesaurus browser and inbaskets containing to-do lists. This (and other) functionality becomes immediately available to the user, suitably filtered by the specifications of the dynamic object model and the application environment. Thus the framework only needs a (partial) model to work right out of the box.

Later on, the user can customize the default applications interactively, for instance to build (even) sophisticated queries and store them for later re-use, and to configure more appropriate layouts for overview lists and forms. More knowledgeable users configure authorization rules, advanced (passive) constraints and active event-condition-action rules. The latter perform specific context-dependent actions whenever particular events happen. Behavior may be added to the model in order to support the scripting used in some of the business rules.

Advantages

The advantages of this approach are manifold. For one, we do not need to follow a fixed sequence of steps. Instead, we build increasingly complete specifications that are available for immediate use. This effectively blurs the boundaries between developing and prototyping. Although (due to the generic nature of the framework) we still need a certain amount of scripting, we build end-user applications to a large degree by modeling and configuring only.

Another benefit is the dynamic, interactive nature of the tools, which results in immediate feedback. And since the tools adapt themselves automatically to the run-time meta-information in the central repository, maintenance of client software becomes easier.

Internet-enabling the Argo framework

The goal for the Internet version was to re-use the existing dynamic object model and the generic framework functionality. Since application specifications provide a high-level view on how to interact with the information in the database, we had considerable freedom to adapt the interpretation of these specifications to the Web metaphor. To fine-tune this process even further, we added a new configuration tool to the system. But this new tool is really just a configured application, like regular end-user applications. This has important ramifications: once the generic end-user tools have become available through the Internet, any existing application becomes accessible through the Web, including this configuration tool itself. This allows us to bootstrap the development environment to the Internet.

Bootstrapping the Argo framework

In order for this bootstrapping process to take place, we must not only port the generic end-user tools, but also other configuration tools, such as the object model editor, the business rules editors and the document management tools. Things get a lot easier when the development tools are not dedicated tools, but when they can be configured in the system itself, like the new Internet configuration tool. To this end, we model the meta-model and system objects like electronic documents, thesaurus keywords, layouts, queries and constraints in the system itself. Our generic end-user tools also need to be sufficiently expressive. It is not a trivial task to design such a system up-front, however, so we opted for a bootstrapping process, starting with hard-wired development tools, and replacing them gradually as the generic end-user tools got more powerful.

Another benefit is that end-user application developers, who are not experienced framework developers can now enhance or personalize their own tools. And whenever we enhance the functionality of the generic end-user tools, the development tools go along too.

The ‘downside’ of all this is that we need a more reflective system, including a self-descriptive meta-model and rules acting on rules.


Fig. 3. Self-descriptive dynamic object model (Argo framework)

Our experience tells us that building such as system is not necessarily that hard, as long as we start small and stay focused. In the end, we get many things for free.

Pros and cons of dynamic object models

Dynamic object models allow us to build applications that are easier to change, even by end-users. Dynamic object models offer additional benefits, some of which are not apparent at first sight, but they also impose their own challenges. We refer the reader to the “Dynamic Object Model” pattern paper [Riehle+2000] for additional discussions.

Advantages of dynamic object models

Dynamic object models contain run-time meta-information of the end-user applications. Since this data is explicitly available, rather than implicitly hard-coded, we can put this information to many uses. For one, it becomes possible to automatically generate useful and consistent documentation about the end-user applications. We can even personalize this documentation for each individual user.

Compatibility with existing client code is always a difficult problem when interfaces need to be changed. Dynamic object models make this much less of a chore. Say we must change the functionality of form layouts in the Argo framework, then we simply write a conversion script that enumerates the layouts in the repository, and converts them from one format into another. No ‘traditional’ modification of the client code in the end-user applications is required. 

When end-user applications are completely described by (high-level) dynamic object models, we can easily migrate to other environments, since we only need to port the framework code. The end-user applications remain operational. The bootstrapping approach used in the Argo framework further reduces the amount of work that needs to be done.

Dynamic object models help us set up test suites easily. For instance, by enumerating application environments, stored queries and list and form layouts in the Argo framework, we easily created a parameterizable framework to benchmark database servers or to perform regression testing.

Since the business model is explicitly represented, it is much easier to understand the model and to estimate the impact of changing user requirements. Building end-user applications becomes a more declarative process, where developers concentrate on the ‘what’, rather than on the ‘how’.

Increased design and run-time complexity

Frameworks driven by dynamic object models are initially harder to understand. Some of this complexity is common to most frameworks. A further failure to grasp readily what is going on is due to the design of dynamic object models. Many systems use the following (or a similar) core design:


Fig. 4. Dynamic Object Model (core design)

Here, objects are typically represented as dynamically typed instances of a generic class. The object types are full-blown objects in their own right. Each object type maintains a list of property types that defines the ‘structure’ of its ‘instances’. Each instance maintains its properties in a dynamic list. This design enables us to create new object types at run-time, and to instantiate these types without having to create new classes. More elaborate or domain-specific designs build upon this kernel structure, adding, for instance, type-subtype relationships, arbitrary relationships and composite structures.

Hence what used to be an instance of a specific class in a regular programming language, is now represented as a collection of objects with various relationships. This makes it harder to understand the design and the run-time structure of dynamic object models. The main problem lies with the tools. Dynamic object models effectively introduce new ‘languages’, but we are still using the old development tools (such as class browsers and object inspectors) to look at the structure. Once we have created new design and development tools adapted to the new language, these problems go away.

Some of the regular development tools are no longer available when building end-user applications. The Argo framework, for instance, uses a multi-user team development tool to store the framework code. Since we needed versioning facilities for business rules and object behavior, we added a simple versioning scheme to our dynamic object model. A bit of modeling and a few business rules enabled us to configure this in the system itself in just a few hours.

Performance

Many people fear that dynamic systems are inherently slow. Yet many dynamic systems in diverse domains offer the flexibility we really need, while exhibiting good performance. Smalltalk virtual machines, for instance, have come a long way since the early seventies, and they are still improving; processor speeds have increased in part because of clever, dynamic scheduling strategies, and database vendors are improving statistics-based query optimizers.

Whether performance of a specific dynamic object model is acceptable, ultimately depends on its particular application domain and on the end-user requirements, but we can also borrow many ideas from other software engineering domains.

For one, there are many ways to improve upon a naive implementation of dynamic object models [Tilman2000]. If the language permits, we can even generate concrete classes for each object type dynamically, using a just-in-time scheme.

The Argo framework contains many caching strategies, some explicit, some implicit. These are not confined to the persistence component only.

Another solution aims to optimize for typical usage patterns. The Argo persistence component, for instance, uses generic hints and statistical information to drive the query generation process. Discovering usage patterns and designing appropriate heuristics usually takes time, however, since we need to analyze the run-time behavior of a relevant number of end-user applications.

We can also apply the very dynamic nature of these systems to overcome their weaknesses. Some of the authorization rules in the Argo system, for instance, require a lot of data, depending on the contents of an object’s properties, and are rather time-consuming. By waiting till the last possible moment, we analyze the definitions of these rules at run-time, and decide which ones we may safely skip. Partial evaluation techniques offer additional interesting opportunities to execute static ‘computations’ at development time. 
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